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Abstract: The emergence of Flexible Manufacturing Systems (FMS) presents new challenges
in Industrial IoT (IIoT) environments. Unlike traditional real-time systems, FMS must
accommodate task set variability driven by human–machine interaction. As such variations
can lead to abrupt resource overload or idleness, a dynamic scheduling mechanism is
required. Although prior studies have explored dynamic scheduling, they often relax
deadlines for lower-criticality tasks, which is not well suited to IIoT systems with strict
deadline constraints. In this paper, instead of treating dynamic scheduling as a prediction
problem, we model it as deterministic planning in response to explicit, observable user
input. To this end, we precompute feasible resource plans for anticipated task set variations
through offline optimization and switch to the appropriate plan at runtime. During
this process, our approach jointly optimizes processor speeds, memory allocations, and
edge/cloud offloading decisions, which are mutually interdependent. Simulation results
show that the proposed framework achieves up to 73.1% energy savings compared to a
baseline system, 100% deadline compliance for real-time production tasks, and low-latency
responsiveness for user-interaction tasks. We anticipate that the proposed framework will
contribute to the design of efficient, adaptive, and sustainable manufacturing systems.

Keywords: real-time scheduling; human–machine interaction; flexible manufacturing
system; edge computing; task offloading; energy-efficient computing; DVFS; evolutionary
computation; industrial IoT; energy efficiency

MSC: 68U01

1. Introduction
The advent of Industrial IoT (IIoT) and Flexible Manufacturing Systems (FMS) has

significantly improved flexibility and efficiency in modern manufacturing [1,2]. IIoT
enables real-time monitoring and data analysis in production environments, and FMS
uses this information to dynamically reconfigure manufacturing processes without system
interruption [3,4]. In such environments, Human–machine Interaction (HMI) bridges the
gap between human operators and machines, allowing seamless integration of user input
into automated systems [5,6]. This interaction further enhances the system’s ability to
adapt quickly and flexibly, which is essential for achieving intelligent and sustainable
manufacturing [7].

Despite these advancements, IIoT-based FMS encounters resource management chal-
lenges that are not typically addressed in traditional real-time systems. First, flexible
manufacturing systems must handle both predefined production tasks and dynamically

Mathematics 2025, 13, 1842 https://doi.org/10.3390/math13111842

https://doi.org/10.3390/math13111842
https://doi.org/10.3390/math13111842
https://creativecommons.org/licenses/by/4.0/
https://creativecommons.org/licenses/by/4.0/
https://www.mdpi.com/journal/mathematics
https://www.mdpi.com
https://orcid.org/0009-0000-2070-373X
https://orcid.org/0000-0002-7188-3889
https://doi.org/10.3390/math13111842
https://www.mdpi.com/article/10.3390/math13111842?type=check_update&version=2


Mathematics 2025, 13, 1842 2 of 22

arriving user-interaction tasks. Production tasks are hard real-time tasks that require offline
schedulability analysis to ensure deadline compliance [8]. In contrast, user-interaction tasks,
though latency-sensitive, are not bound by deadlines and require online scheduling due to
their unpredictability [9]. Integrating these heterogeneous task types into a single system
introduces complex scheduling challenges, as the resource management philosophies for
real-time and non-real-time tasks differ significantly.

Second, the variability of production tasks presents another significant challenge.
Unlike traditional real-time systems that assume a static task set, FMS must adapt to
sudden surges or modifications in production tasks. This requires immediate rescheduling
under tight resource constraints, posing challenges beyond those of traditional scheduling
problems. When local resources are insufficient, offloading real-time tasks to edge/cloud
servers becomes not just beneficial but imperative for maintaining system stability and
deadline satisfaction [10–12]. Such dynamic changes also complicate resource planning, as
resource configurations such as processor speed, memory allocation, and offloading ratio
are mutually interdependent.

Although prior studies have explored dynamic task scheduling, they address un-
certainty in task set variability by relaxing deadlines for some tasks, which may not be
suitable for IIoT-based manufacturing systems, where strict timing constraints are required.
Specifically, they permit occasional deadline misses for less critical tasks [13,14] or adopt
best-effort approaches that treat deadlines as soft goals and focus instead on reducing
latency [15–17].

In this paper, we propose a resource planning framework for FMS that integrates
production and user-interaction tasks while dynamically adapting to workload variations.
The framework jointly optimizes resource allocation and scheduling decisions across local
(processor, memory, and network) and remote resources, ensuring that production tasks
meet their deadlines, user-interaction tasks maintain acceptable latency, and system-wide
energy consumption is minimized. It consists of three key processes:

• Offline resource planning: Scheduling real-time production tasks by optimizing
processor speed, memory allocation, and offloading decisions to minimize energy
consumption while meeting deadline constraints. To accommodate user-interaction
tasks, pre-allocated resource slots are reserved within the offline schedule.

• Online scheduling for user-interaction tasks: When user-interaction tasks arrive,
they are assigned to reserved slots and scheduled online to ensure low latency.

• Adaptation to task set changes: If user-interaction tasks cause modifications to the
production task set, the offline resource plan is updated, and slots for user-interaction
tasks are adjusted to maintain low latency.

To prepare for task set changes, the proposed framework analyzes potential varia-
tions in advance and optimizes corresponding offline resource plans, which are retained
for immediate application when changes occur. This approach represents a significant
advancement in enabling adaptive, sustainable, and efficient operations within IIoT-based
FMS. Simulation results across diverse task sets demonstrate that the proposed framework
achieves an average energy reduction of 73.1% compared to a baseline system, while ensur-
ing zero deadline misses for production tasks and maintaining acceptable low latency for
user-interaction tasks, even under significant workload variations.

The main contributions of this paper can be summarized as follows:

• A unified scheduling framework for heterogeneous task sets
We propose a unified scheduling framework that supports real-time production tasks
and sporadic user-interaction tasks within a single system. Unlike previous models,
it ensures strict deadline compliance even when task sets are dynamically modified
through human interaction.
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• Handling task dynamics through explicit input rather than uncertain prediction
Unlike uncertainty-driven prediction models, our framework treats task set updates
as explicit, bounded, and instantly known inputs, enabling deterministic rescheduling
without compromising deadline guarantees.

• Joint optimization of interdependent resources
The proposed method jointly optimizes processor speed (DVFS), memory mapping
(HPM/LPM), and edge/cloud offloading, considering their mutual interdependencies
to minimize energy while meeting performance goals.

• Offline plan generation and instant runtime switching
Feasible resource plans are precomputed for anticipated task set combinations using
evolutionary computation. Task slots for user-interaction tasks are also reserved,
enabling immediate reconfiguration at runtime without schedulability violations.

The remainder of this paper is structured as follows. Section 2 presents the problem
definition and task execution modeling. Section 3 details the resource planning optimization
based on evolutionary computation techniques. Section 4 evaluates the proposed scheme
through simulation experiments. Section 5 provides a brief overview of related work.
Finally, Section 6 concludes the paper.

2. Problem Definition and Modeling
Scheduling problems fundamentally involve two decision components: (1) how to

assign resources and (2) how to determine the execution order of tasks. Classical scheduling
approaches typically focus on ordering tasks under fixed resource conditions. In real-time
systems, this is done with static task sets to ensure deadline guarantees. Non-real-time
systems, on the other hand, tolerate more variability and pursue best-effort strategies to
reduce latency.

With the rise of edge/cloud computing, resource provisioning decisions have become
just as crucial as scheduling policies, especially under dynamic load conditions. For non-
real-time workloads, adaptive provisioning—such as scale-up or scale-out—is possible
by monitoring traffic and reacting accordingly. In real-time systems, similar adaptation is
now increasingly required. Specifically, uncertainty in real-time task variability is usually
handled by relaxing deadlines for some lower-criticality tasks [13,14]. While this strategy
is effective in soft real-time systems, it may not be suitable for IIoT-based manufacturing
environments, where strict deadline compliance is essential for all production tasks.

Such task set changes, however, are not arbitrary or unpredictable. They are explicitly
triggered by human interaction, bounded in scope, structurally predictable, and promptly
visible to the system at runtime. Therefore, this is not a prediction problem, but rather a
case of deterministic rescheduling in immediate response to explicit, observable events.

2.1. Problem Definition

In traditional manufacturing systems, once a production task set is configured, it is
repeatedly executed under a fixed resource configuration. Modifying the task set typically
requires the system to be stopped, reconfigured offline, and then restarted. However, in
modern flexible manufacturing systems equipped with HMI, human operators can make
changes to the production task set at runtime without interrupting system operation. Such
human-triggered modifications include (1) inserting new tasks such as quality checks
or configuration overrides, (2) modifying or canceling ongoing production tasks, and
(3) triggering emergency interventions or inspection-related procedures [18,19]. These
events are modeled in our system as user-interaction tasks, which are not bound by hard
deadlines, but are latency-sensitive and must be scheduled online due to their unpredictable
nature. It is important to clarify that user-interaction tasks do not act as a managerial layer
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for production tasks, but rather as externally triggered inputs that may modify them at
runtime. Integrating these two types of tasks within a unified system presents a challenge,
as real-time tasks require deterministic resource planning, whereas user-interaction tasks
demand flexibility. If separate resources are statically reserved for each task type, resource
utilization becomes inefficient.

Traditionally, real-time tasks are executed on real-time operating systems (RTOS)
to meet strict timing requirements, while non-real-time tasks, such as user-interaction
tasks, are executed on general-purpose operating systems (GPOS), which employ more
flexible scheduling policies. The resource management philosophies of RTOS and GPOS
differ significantly. RTOS uses pre-determined resource plans for deterministic execution,
while GPOS relies on dynamic online resource management to accommodate spontaneous
user-generated tasks. Despite these differences, FMS should integrate both task types
into a unified scheduling framework to efficiently handle production tasks as well as user
interaction tasks.

Beyond the heterogeneity of task types, another major challenge is the dynamic
variability of production tasks. Unlike traditional real-time systems that assume a static
task set, FMS should adapt to sudden surges or modifications in production tasks. Such
abrupt workload surges can lead to resource exhaustion, making it nearly impossible to
guarantee real-time task deadlines. Moreover, incorporating these changes into the schedule
at runtime is computationally intractable. Fortunately, the availability of edge/cloud
servers allows for task offloading, enabling deadline guarantees even when local resources
are exhausted.

However, dynamic offloading introduces additional complexity, as scheduling deci-
sions must be made instantly, and execution-time uncertainty may arise due to the variable
availability of remote resources [20]. Moreover, offloading affects local resource configura-
tions, such as processor speed and memory allocation for non-offloaded tasks. Therefore,
comprehensive consideration must be given to task execution timing, resource usage char-
acteristics, data volume, and network conditions. Specifically, tasks suitable for remote
execution should be identified, and their worst-case execution times should be modeled
based on execution paths and the conditions of remote resources.

To handle such complexity, this study adopts evolutionary computation techniques for
scheduling production tasks, while reserving pre-allocated slots for user-interaction tasks
to enable timely execution. The optimization process involves processor speed scaling,
memory allocation, and offloading decisions. The processor operates under dynamic
voltage and frequency scaling (DVFS), allowing it to adjust its clock speed and voltage
levels based on computational demand [21,22]. When the workload is light, DVFS reduces
energy consumption by lowering the processor’s speed; during peak demand, it restores
full performance prior to offloading decisions. Similarly, memory is managed using a
hybrid architecture, where low-power memory is used for energy-efficient storage, and
high-performance DRAM is allocated to frequently accessed tasks [23,24].

As user-interaction behavior and production tasks change over time, the optimization
process should be updated accordingly. However, recomputing the resource plan at every
task set modification can introduce delays that critically affect real-time performance.
To address this, the proposed framework precomputes resource plans for all plausible
production task set configurations and maintains a repository of these plans for immediate
deployment. This approach is based on the observation that production tasks do not change
arbitrarily, but follow a limited set of possible variations that can be identified in advance.

Accordingly, in this study, production tasks are categorized into essential production
tasks and temporary production tasks, and resource plans are precomputed for scenarios
both with and without temporary tasks. When workload fluctuations occur due to the



Mathematics 2025, 13, 1842 5 of 22

addition or removal of temporary tasks, the system immediately switches to the correspond-
ing precomputed plan, ensuring efficient resource utilization with minimal scheduling
delay. Figure 1 illustrates the overall workflow of the proposed resource planning and task
execution framework.

Figure 1. Overview of the proposed task execution workflow with offline and online resource
planning. Offline resource plans are precomputed using evolutionary computations, while online
adaptation occurs upon the arrival of user-interaction tasks during system execution.

2.2. Task Execution Model

The term “task” is often used interchangeably to refer to both physical manufacturing
operations at the OT (Operational Technology) level and real-time computational tasks
executed on processors at the IT (Information Technology) level. This ambiguity has grown
with the rise of cyber-physical systems, where real-time computational tasks increasingly
function as cyber-counterparts of physical actions. In our model, tasks refer specifically
to IT-level computational units. For instance, the movement of a manufacturing robot
arm is an OT task, while the calculations required to control that motion constitute the
IT task targeted by our framework. These computational tasks must be scheduled over
resources such as CPU cycles, memory, and network bandwidth, and can be managed
using established scheduling theory and resource planning techniques.

Our task execution model extends the traditional real-time task model by incorpo-
rating optimizations such as processor speed control, low-power memory allocation, and
offloading to edge/cloud servers [25]. The task set is defined as T = {t1, t2, . . ., tn}, where
each task ti ∈ T belongs to one of the following categories: essential production tasks,
temporary production tasks, or task slots for user-interaction tasks. A task slot is not an
actual task, but a reserved time slot allocated for online scheduling of user-interaction tasks.

The target system consists of a processor with DVFS capabilities and a hybrid memory
system comprising low-power memory (LPM) and high-performance memory (HPM) in
the form of DRAM. Additionally, edge/cloud servers are available for executing offloaded
tasks. Each task can either be executed locally or offloaded, leading to a division of the
task set T into two subsets: ON_DEVICE and OFFLOADED. While offloading can improve
performance by leveraging the higher computational power of remote servers, it should
be carefully managed since offloaded tasks should complete execution and return results
within their deadlines. Certain control tasks that interact with sensors or actuators should
always be executed on the local processor due to predefined system constraints.
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Since tasks can be stored in two different memory types, the task set T is further
categorized into HPM and LPM. A task ti is represented as Equation (1).

ti =< WCETi, Periodi, Datai > (1)

where WCETi is the worst-case execution time when the task executes at the default
clock speed of the local processor, Periodi is its execution period, and Datai is defined as
Equation (2).

Datai =< Sizei, Inputi, Outputi, Rdi, Wri > (2)

where Sizei is the memory footprint, Inputi and Outputi represent the input/output data,
and Rdi and Wri denote the number of read and write operations in memory. For tasks ti

∈ OFFLOADED, Inputi should be transmitted to the remote server before execution, and
Outputi should be received from the server after execution. This study focuses on periodic
tasks, where each real-time task’s deadline is defined by Periodi. The global scheduling
period G_PeriodT for all tasks ti ∈ T is the least common multiple of individual task periods.

When tasks execute locally without offloading, the schedulability condition of
Equation (3) must be met to ensure all deadlines are satisfied at maximum processor speed:

Utilization = ∑
ti∈T

WCETi
Periodi

≤ 1 (3)

If this condition holds, preemptive scheduling using the Earliest-Deadline-First (EDF)
algorithm is feasible [26,27]. However, since we use DVFS, the worst-case execution time
should be adjusted for different processor speeds, leading to Equation (4).

Utilization = ∑
ti∈T

DVFS(WCETi)

Periodi
≤ 1 (4)

where DVFS(WCETi) represents the worst-case execution time of ti under DVFS. Since
tasks residing in HPM and LPM have different memory access times, the processor utiliza-
tion must be computed separately for each memory type, as formulated in Equation (5).

Utilization = ∑
ti∈HPM

DVFSHPM(WCETi)

Periodi
+ ∑

ti∈LPM

DVFSLPM(WCETi)

Periodi
≤ 1 (5)

The terms DVFSHPM(WCETi) and DVFSLPM(WCETi) are calculated as
Equations (6) and (7), respectively.

DVFSHPM(WCETi) = DVFS(WCETi) (6)

DVFSLPM(WCETi) = DVFS(WCETi) + ∆Rd · Rdi + ∆Wr · Wri (7)

where ∆Rd and ∆Wr represent the additional memory read/write delays between HPM and
LPM. Since offloading is also supported, the processor utilization constraint of Equation (8)
must be met:

Utilization = ∑
ti∈ON_DEVICE∩HPM

DVFSHPM(WCETi)
Periodi

+

∑
ti∈ON_DEVICE∩LPM

DVFSLPM(WCETi)
Periodi

+ ∑
ti∈OFFLOADED

Comndi
G_PeriodT

≤ 1

(8)

where Comndi represents the time required to issue an offloading command to the network
module. Once execution locations and processor speeds are determined, the local processor
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initiates offloading commands at the start of G_PeriodT , maximizing parallel execution
between local and remote tasks.

To ensure that the offloaded tasks meet their deadlines, Equation (9) must be satisfied:

∀ti∈ OFFLOADED, Trnarndi < Periodi (9)

where Trnarndi is computed as Equation (10).

Trnarndi = Upi + Remote(WCETi) + Dni (10)

Here, Remote(WCETi) represents the worst-case execution time of the task ti on
the remote server, which depends on the difference in clock frequencies between
the local and remote processors. The upload and download times are defined as
Equations (11) and (12), respectively.

Upi =

{ Sizei
BWup

if first execution
Inputi
BWup

otherwise
(11)

Dni =
Outputi
BWdn

(12)

where BWup and BWdn represent the uplink and downlink bandwidths, respectively.
The aforementioned model assumes a single-core processor in the local system. For

multi-core processors, the right-hand side of Equations (3)–(5) and (8) can be adjusted by
replacing 1 with the number of processor cores. In this case, multi-core scheduling can be
performed using a P-Fair class of algorithms instead of EDF [28].

2.3. Energy Model

The objective of this study is to minimize energy consumption while ensuring per-
formance requirements for production and user-interaction tasks. In IIoT-based manu-
facturing, energy consumption arises at two distinct levels: the OT level, associated with
physical equipment such as actuators, motors, and conveyors, and the IT level, related to
computational resources such as CPUs, memory, and network modules. This study focuses
exclusively on IT-level energy consumption, namely the energy used by processors (under
DVFS), hybrid memory (HPM and LPM), and network modules during the execution of
both local and offloaded tasks. The energy consumed by physical machinery at the OT
level is not considered, as it falls outside the scope of this computational scheduling model.

The total system energy consumption during a global scheduling period G_PeriodT

is computed by summing the energy consumed by the processor, memory, and network
components as follow.

The processor energy consumption is defined as Equation (13).

Energyproceessor = c V2
i fi

{
∑

ti∈OFFLOADED
Comndi+

∑
ti∈ON_DEVICE∩HPM

DVFSHPM(WCETi)·
G_PeriodT

Periodi
+

∑
ti∈ON_DEVICE∩LPM

DVFSLPM(WCETi)·
G_PeriodT

Periodi

} (13)

where c is the switching capacitance, Vi is the supply voltage, and fi is the clock frequency.
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The network energy consumption is calculated as Equation (14).

Energynetwork = ∑
ti∈OFFLOADED

Net_Power(Upi + Dni)·
G_PeriodT

Periodi
(14)

where Net_Power is the power consumption of the network module, while Upi and Dni

are the uplink and downlink transmission times, respectively.
The memory energy consumption consists of dynamic and static energy [24,29], which

are defined as Equations (15) and (16), respectively.

Energymemorydyn
= ∑

ti∈HPM
(Rd i·HPM_ERd + Wri·HPM_EWr)·

G_PeriodT
Periodi

+ ∑
ti∈LPM

(Rd i·LPM_ERd + Wri·LPM_EWr)·
G_PeriodT

Periodi

(15)

Energymemorystat
= ∑

ti∈HPM
(HPM_Power · Size i· G_PeriodT)

+ ∑
ti∈LPM

(LPM_Power · Size i· G_PeriodT)
(16)

where HPM_ERd and HPM_EWr represent the energy consumption per read and write
operation in HPM, while LPM_ERd and LPM_EWr denote the corresponding values for
LPM. HPM_Power and LPM_Power represent power consumptions per unit memory
capacity for HPM and LPM, respectively.

3. Resource Planning Optimization Based on Evolutionary Computation
In real-time systems, schedulability testing should be conducted before execution to

ensure that no deadlines are missed by appropriately planning system resources for the
given task set. Following conventional real-time task scheduling practices, we primarily
schedule production tasks offline. This means that execution configurations—including
processor speed, memory allocation, and offloading decisions—are determined before the
task set runs. However, unlike traditional real-time scheduling, where task sets remain
static, FMS requires adaptive scheduling since task sets may change dynamically during ex-
ecution. To accommodate these variations, we generate a set of resource plans by applying
evolutionary computation to task set combinations and retain them for runtime use.

Additionally, for user-interaction tasks, task slots are pre-allocated within the offline
schedule during the optimization process. When a user-interaction task arrives at runtime,
it is dynamically scheduled using online scheduling within these reserved slots. We
employ the Round-Robin algorithm for online scheduling, a widely used approach for
interactive task scheduling in time-sharing systems [30]. Figure 2 illustrates the flowchart
of the proposed method, outlining how resource planning and online adaptation are
integrated. The following sections elaborate on the offline optimization process using
evolutionary computation.

3.1. Problem Encoding

In our problem formulation, a solution should determine the resource planning config-
uration for all tasks in a given task set, including processor speed, memory allocation, and
offloading decisions. To represent these solutions, our evolutionary computation model
encodes each individual using three chromosomes, where each chromosome corresponds
to one of the three optimization parameters: processor speed, memory location, and of-
floading decisions. The length of each chromosome is equal to the total number of tasks in
the task set, as illustrated in Figure 3.
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Figure 2. Flowchart of the proposed task scheduling and resource planning method.

Figure 3. Chromosome encoding used in the evolutionary computation. Each of the three chromo-
somes encodes processor speed, memory placement, and execution location for the task set; each
gene represents one task.

Although processor speed can theoretically be configured at various levels, real-world
systems typically offer only a limited number of options. To reflect this, we restrict the
processor speed levels to four discrete values: {1.0, 0.5, 0.25, 0.125}, where 1.0 represents
the maximum processor speed. Similarly, genes in the memory location chromosome are
encoded as {HPM, LPM}, and those in the offloading decision chromosome are encoded
as {ON_DEVICE, OFFLOADED}. Based on this encoding, an initial population of 100
randomly generated individuals is created.

Evolutionary computation requires an objective function to assess the quality of
each individual. In this study, we define a cost function, where individuals with lower
cost values are considered superior. The cost function is determined by the total energy
consumption when executing the task set using the resource configurations represented
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by an individual’s chromosomes. However, a low-cost solution may be infeasible if it fails
to meet system constraints. For example, if processor utilization exceeds 1 or offloaded
tasks miss their deadlines, the corresponding solution is not schedulable. To address this, a
penalty function is added to the cost function, as shown in Equation (17).

Cost(i) = Energyi + Penaltyi (17)

where Energyi denotes the energy consumption of the task set scheduled by solution i, and
Penaltyi penalizes infeasible schedules. The penalty function is defined as Equation (18).

Penaltyi = ε · max {0, Utilizationi − 1}+
γ· ∑

tj∈ OFFLOADED
max

{
0, Trnarndj − Periodj

} (18)

where Utilizationi represents the processor utilization under the resource plan represented
by solution i, and ε and γ are weighing parameters that penalize processor overutilization
and remote deadline violations, respectively.

3.2. Parent Selection

At each generation, parent selection is performed to choose two individuals from
the population, which are then used to generate one or two offspring. Parent selection is
typically conducted using a stochastic process that assigns a higher probability of selection
to superior individuals, facilitating the evolution of the population.

In our approach, individual superiority is determined based on cost values. However,
if selection probabilities are overly biased toward the best-performing individuals, the
evolutionary process may prematurely converge to a local optimum, limiting diversity
in the population. To mitigate this, we do not assign selection probabilities based purely
on cost values. Instead, we rank individuals by their cost order and assign selection
probabilities based on their rank. Specifically, we normalize the selection probabilities such
that the best individual has four times the probability of selection compared to the worst
individual (rank 100), a commonly used configuration in evolutionary computations [31].

3.3. Crossover and Mutation

The crossover operation generates an offspring by merging the chromosomes of two
selected parents. We employ one-point crossover, where a random cut point is selected
within a chromosome, and the offspring inherits genes from one parent before the cut point
and from the other parent after it. Since each individual consists of three chromosomes rep-
resenting processor speed, memory location, and offloading decisions, we independently
select crossover points for each chromosome.

To explore a broader search space and prevent premature convergence to a local
optimum, we apply mutation after crossover. Mutation alters a gene in the chromosome to
preserve genetic diversity and prevent premature convergence. In our approach, mutation
is performed by randomly selecting a gene position within a chromosome and replacing it
with a randomly chosen valid value.

3.4. Replacement

After generating an offspring through crossover and mutation, the replacement step
determines how the new individual is integrated into the population. In our method,
the weakest individual (i.e., the one with the highest cost) is eliminated, and the newly
generated offspring is inserted into the population. This steady-state replacement strategy
is widely used in evolutionary computations [32].
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3.5. Convergence

Rather than fixing the number of generations, we continue the evolutionary process
until population convergence is achieved. Specifically, our evolutionary computation
monitors the cost values of the individuals in the population and terminates the process
when all individuals’ costs stabilize. Figure 4a illustrates the cost function trends of the
population across generations, plotting the cost of the best individual, the worst individual,
and the population average. As the figure shows, the cost function improves over time, and
the population eventually converges. Importantly, the final converged population consists
only of feasible schedules, ensuring that the optimization results satisfy both deadline
constraints and energy efficiency. This is also confirmed by Figure 4b, where the utilization
converges to a value less than 1.

 
(a) Cost function 

(b) Utilization 

Figure 4. Convergence of the evolutionary computation.

4. Performance Evaluation
To evaluate the effectiveness of the proposed resource planning framework, RP-FMS

(Resource Planning for Flexible Manufacturing Systems), we conduct simulations under
various workload conditions. For comparison, we also simulate Baseline, DVFS, and
Offloading schemes. Baseline represents the original system configuration without DVFS
or offloading. DVFS and Offloading independently optimize processor execution speed
and offloading decisions, respectively, using evolutionary computation similar to RP-FMS.
Thus, any improvements observed in our scheme over DVFS and Offloading stem from
the refined task and resource modeling, rather than exhaustive evolutionary computation
optimizations, ensuring a fair comparison.

In the experiments, both HPM and LPM have sufficient capacity to store the entire
task set. Tasks allocated to LPM ensure that the corresponding HPM sections remain in
low-power mode, thereby preventing static energy consumption. The access times for HPM
and LPM are set to 50 ns and 100 ns for reads, and 50 ns and 350 ns for writes, respectively,
following prior research [33]. The energy consumption values for HPM and LPM are
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0.1 nJ/bit and 0.2 nJ/bit for reads, and 0.1 nJ/bit and 1.0 nJ/bit for writes, respectively. The
static power consumption is assumed to be 1 W/GB for HPM and 0.1 W/GB for LPM.

The task set configurations follow those used in previous studies [33]. The task set
consists of 100 tasks, with worst-case execution times (WCETs) randomly assigned between
500 ms and 1000 ms. Task periods are determined based on WCETs to match the desired
load level. Task sizes range from 500 KB to 750 KB, input sizes from 100 KB to 500 KB, and
output sizes from 100 KB to 250 KB. The network bandwidth is varied from 30 Mbps to
120 Mbps.

The load of the task set is varied from 0.05 to 0.9 in terms of processor utilization,
where a load of 1.0 represents full saturation of local processing capacity.

4.1. Results for Static Task Sets

This section evaluates the effectiveness of RP-FMS under different task load conditions.
Figure 5 presents the energy consumption of the four schemes as the task load varies from
0.05 to 0.9. Energy consumption values are normalized relative to the maximum energy
consumption of Baseline at a load of 0.1. That is, Baseline’s energy consumption at a load
of 0.1 is set to 1.0, and all energy consumption values are scaled accordingly.

Figure 5. Comparison of energy consumption as the load of task set is varied.

As shown in the figure, Baseline’s energy consumption increases almost proportionally
with the task load. DVFS and Offloading reduce energy consumption by nearly 50% in the
0.1 to 0.2 load range. However, DVFS becomes ineffective as the load increases, eventually
converging to Baseline. This is because, under high-load conditions, the processor operates
at full speed, leaving little room for energy savings through DVFS. In contrast, Offloading
remains effective regardless of load conditions, as task execution can still be transferred
to remote servers. Specifically, both DVFS and Offloading show competitive performance
under light loads ranging from 0.05 to 0.2, but Offloading proves more effective at higher
loads between 0.3 and 0.9, where it achieves 38.0% to 68.6% greater energy savings than
DVFS. RP-FMS outperforms both DVFS and Offloading across all load conditions, as it
co-optimizes processor speed adjustments and offloading decisions.

Specifically, RP-FMS achieves an average energy reduction of 61.1% compared to
DVFS and 31.2% compared to Offloading.

To further analyze these results, Figure 6 shows how the four schemes manage task
execution in terms of processor speed and offloading decisions. DVFS efficiently utilizes all
four processor speed levels when the task load is low. However, as the load increases, it
predominantly sets the processor speed to 1.0, since fewer idle slots are available, making
it difficult to lower processor speed.
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Figure 6. Comparison of processor speed and offloading configurations as the load of the task set
is varied.

In contrast, Figure 6b illustrates that RP-FMS maintains a balanced distribution of
processor speed across all load levels by jointly optimizing processor speed and task
placement through offloading. Specifically, RP-FMS offloads approximately 65–75% of
tasks. The offloading ratio increases as the load rises, but at peak load levels, it slightly
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decreases. This is because RP-FMS co-optimizes offloading and DVFS to identify the most
energy-efficient configuration, rather than maximizing offloading indiscriminately.

On the other hand, Offloading in Figure 6c shows a continuous increase in the offload-
ing ratio as the load grows. This occurs because, when the processor is operating at full
speed, increasing offloading is always beneficial for energy savings.

Figure 7 shows the processor utilization of the four schemes as the task load varies.
Utilization is a critical metric for evaluating how efficiently resources are managed. Low uti-
lization indicates excessive idle time, suggesting opportunities for power-saving techniques
such as reducing processor speed. However, when the task load is extremely low, even
operating at the lowest processor speed may not be sufficient to achieve high utilization.

Figure 7. Comparison of processor utilization as the load of the task set is varied.

As shown in Figure 7, RP-FMS maintains higher utilization than Baseline, particu-
larly when the load is not very high. This occurs because power-saving techniques are
applied aggressively when the workload is not heavy. Offloading exhibits consistently
low utilization since a large portion of tasks are executed on remote servers, although the
local processor still runs at full speed. RP-FMS shows 22.9% and 770.6% higher processor
utilization compared to Baseline and Offloading, respectively.

DVFS exhibits the highest utilization, reaching almost 1.0, except in very low-load
conditions of 0.05 to 0.15. In such cases, even the slowest processor mode cannot fully
utilize the available resources.

4.2. Results for Dynamic Task Sets

This section evaluates the system’s performance when the task set dynamically evolves
over time. Specifically, we simulate four workload scenarios that reflect various production
task variations. Table 1 summarizes these scenarios, listing the sequence of workload
changes over time. For instance, in Scenario 1, the task load is 0.2 for the first 40% of
the execution time, then increases to 0.8 for the next 20%, and finally settles at 0.4 for the
remaining 40%.

Table 1. Workload scenarios.

Scenario Sequence of Workloads
Load of Task Set (% of Execution Time)

1 0.2 (40%) – 0.8 (20%) – 0.4 (40%)
2 0.4 (60%) – 0.9 (10%) – 0.6 (30%)
3 0.1 (75%) – 0.4 (15%) – 0.7 (10%)
4 0.4 (70%) – 0.7 (30%)
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Figure 8 presents the energy consumption of the four schemes, Baseline, DVFS, Offload-
ing, and RP-FMS, across different workload scenarios. In this experiment, the Offloading
and DVFS schemes are also adapted to workload variations through dynamic resource plan
optimization, ensuring a fair comparison with RP-FMS. Similar to previous graphs, energy
consumption is normalized relative to Baseline’s energy consumption at a load of 0.1.

Figure 8. Comparison of energy consumption for four scenarios.

As shown in Figure 8, RP-FMS consistently achieves the lowest energy consumption,
significantly outperforming DVFS, Offloading, and Baseline across all workload scenarios.
On average, RP-FMS reduces energy consumption by 73.1% compared to Baseline, 65.9%
compared to DVFS, and 32.3% compared to Offloading.

DVFS shows limited energy savings, as it is only effective when the task load is
sufficiently low, allowing for processor slowdown without violating deadlines. In contrast,
Offloading achieves substantial energy savings, as it remains beneficial regardless of task
load conditions. Additionally, when Offloading is used, it creates idle time slots in the
local processor, further increasing the opportunities for DVFS utilization. This synergy
between DVFS and Offloading is the key factor enabling RP-FMS to achieve superior
energy efficiency.

Figure 9 illustrates processor utilization across the four workload scenarios. As seen
in Figure 9, DVFS maintains the highest resource utilization across all scenarios, as it
dynamically adjusts processor speed to match workload conditions. Meanwhile, Offloading
exhibits consistently low utilization since it does not adjust the processor speed for local
tasks after migration, limiting further improvements in resource utilization. In contrast,
RP-FMS maintains consistently high utilization by lowering the processor speed when idle
slots remain after offloading. The observed improvements in processor utilization are 25.4%
compared to Baseline and 820.7% compared to Offloading.

Figure 9. Comparison of processor utilization for four scenarios.

Before concluding this section, we compare RP-FMS with its static counterpart, RP-
Static. RP-Static also optimizes processor speed, memory allocation, and offloading deci-
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sions through evolutionary computation like RP-FMS, but it does not adapt to workload
changes. Figure 10a compares the energy consumption of RP-FMS and RP-Static. As shown,
RP-Static saves more energy than RP-FMS in all cases, particularly in Scenarios 1 and 3,
where the initial task load is low but undergoes large variations. However, RP-Static fails
to meet deadline constraints when the task set changes.

(a) Energy consumption 

 
(b) Deadline adherence ratio  

(c) Average waiting time 

Figure 10. Comparison of RP-FMS with RP-Static.

Figure 10b illustrates the deadline-adherence ratio of both schemes. RP-FMS maintains
a 100% deadline-adherence ratio across all workload scenarios, while RP-Static exhibits
significant degradation in deadline adherence. The worst case occurs in Scenario 1, where
the initial task load is low, but increases significantly for most of the execution time, leading
to frequent deadline violations.

To further assess system performance, we analyze the responsiveness of user-
interaction tasks. Figure 10c presents the average waiting time for user-interaction tasks in
RP-FMS and RP-Static. As shown in the figure, the average waiting time in RP-FMS is 1.6 s,
with a maximum waiting time of 2.8 s. This indicates that RP-FMS ensures user-interaction
task’s responsiveness within 3 s across all workload conditions. In contrast, RP-Static ex-
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hibits significant variations in waiting time. Specifically, in Scenario 3, the average waiting
time increases to 6.8 s, demonstrating that RP-Static fails to guarantee timely execution
of user-interaction tasks. This occurs because RP-Static maintains preallocated task slots
regardless of workload fluctuations, causing a queue buildup when user-interaction tasks
suddenly increase, leading to excessive delays.

In summary, the adaptive version of the proposed scheme, RP-FMS, reduces energy
consumption while ensuring deadline adherence and minimizing latency, even under
dynamic workload conditions. When the task load is low, RP-FMS lowers processor speed
to maximize energy savings. Conversely, when the task load becomes heavy, RP-FMS
prioritizes time constraints by increasing processor speed and offloading ratio, ensuring a
flexible and sustainable system.

5. Related Works
Research in real-time task scheduling has explored various directions, ranging from

classical utilization-based models to adaptive and learning-based approaches for dynamic
environments. Our work integrates scheduling under strict deadline guarantees with
human–machine interaction and resource optimization in IIoT-enabled flexible manufac-
turing. This section categorizes prior work across three themes: scheduling under dynamic
task sets, cloud-edge collaboration, and human–machine interaction.

5.1. Dynamic Task Scheduling and Learning-Based Methods

Recent studies have addressed dynamic scheduling through fairness mechanisms or
machine learning. For instance, Sun et al. [34] proposed a task scheduler called Propor-
tional Fairness-Aware Auction with Proximal Policy Optimization (PFAPPO) for Space-
Air-Ground Integrated Networks (SAGIN). Their scheme allocates computing resources
reasonably to each UAV (Unmanned Aerial Vehicle), which then makes intelligent of-
floading decisions using the distributed deep reinforcement learning Proximal Policy
Optimization (PPO) algorithm. While effective in multi-resource balancing and adaptive
task allocation across heterogeneous platforms, the model operates under soft deadline
assumptions and does not explicitly address HMI or energy-related aspects.

Reinforcement learning has also been applied to job shop scheduling. Li et al. [35] de-
veloped a Deep Q-Network (DQN)-based scheduler for automated guided vehicles (AGVs),
optimizing task assignment in real time. However, this model focuses on discrete job
transitions and does not incorporate hard real-time constraints or heterogeneous resource
management as primary design goals.

Similarly, Zhang et al. [36] proposed a heterogeneous graph-based reinforcement
learning method for surface-mount technology (SMT) workshops, showing improved
scheduling performance under uncertain task loads. Although effective, the approach is
not designed for hard real-time systems and does not accommodate user-triggered task
set changes.

Other approaches have explored optimization frameworks such as fuzzy modeling.
Wei et al. [37] introduced a multi-objective fuzzy optimization model for flight scheduling
in complex airspace scenarios. The focus lies in prioritizing competing mission goals rather
than accommodating dynamic task sets or real-time responsiveness.

In contrast, our framework supports runtime task set modifications triggered by
human interactions while maintaining strict real-time guarantees. Table 2 summarizes the
comparative characteristics of RP-FMS and recent task scheduling frameworks, highlighting
differences in task adaptability, real-time guarantees, energy efficiency, and support for
human–machine interaction.
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Table 2. Comparison of RP-FMS with recent scheduling models across key functional dimensions.

Approach Task Set Adaptability Real-Time Deadline Guarantee HMI Support Energy Optimization Methodology

PFAPPO
(Sun et al., 2024) [34] Fairness-based adaptation Soft real-time N/A Partially via resource balancing Auction-based + PPO

DQN-AGV Scheduler
(Li et al., 2025) [35] Allowing dynamic task insertion No deadline model N/A N/A Online DQN learning

Graph-RL SMT Scheduler
(Zhang et al., 2025) [36] Predictive workload handling N/A N/A Implicitly via rewards GNN + RL

Cloud-Edge Collaboration
(Li et al., 2025) [38] Rolling-horizon rescheduling N/A N/A Through cloud-edge efficiency Scalable neurocomputing

Voice-Controlled HMI
(Mnassri et al., 2024) [39] N/A N/A Voice-based HMI N/A Embedded system design

Omnidirectional Acoustic Sensor
(Qiao et al., 2024) [40] N/A N/A Acoustic-based HMI N/A Triboelectric sensor

HeadTrack
(Hu et al., 2023) [41] N/A N/A HCI via earphones N/A Audio-based tracking

AR Teleoperation
(Wang et al., 2024) [42] N/A N/A AR-based interaction N/A Augmented reality interface

Hypergraph Q-Learning
(Shi et al., 2024) [43] Implicitly through theoretical model N/A N/A N/A Hypergraph-based Q-learning

RP-FMS Explicitly through precomputed plan switching 100% deadline compliance Dedicated slots + task set adaptation Explicitly optimized Hybrid offline planning + online rescheduling
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5.2. Cloud-Edge Collaboration and Energy-Aware Scheduling

Several works have investigated cloud-edge coordination to optimize computational
performance in IIoT environments. Li et al. [38] introduced a neurocomputing-based rolling-
horizon optimization model for industrial scheduling. Their framework dynamically
allocates workloads across cloud and edge layers, improving scalability. However, it
does not include dedicated mechanisms for latency-sensitive human interaction tasks and
assumes soft deadline conditions.

Our approach complements such models by combining offline planning and online
task reassignment, while enforcing hard real-time schedulability and minimizing energy
consumption through DVFS, memory allocation, and offloading control.

5.3. Human–Machine Interaction and Intelligent Interfaces

Advances in HMI technologies have enabled intuitive control interfaces across robotics,
assistive devices, and cyber-physical systems. For example, Mnassri et al. [39] designed a
real-time, voice-controlled interface for wheelchairs using a Raspberry Pi. Qiao et al. [40]
proposed an omnidirectional acoustic sensor to enhance auditory responsiveness in HMI
systems, while Hu et al. [41] developed HeadTrack, a real-time HCI framework using
wireless earphones for gesture-free control.

In robotic systems, Augmented Reality (AR) has been used to bridge human feed-
back and robot actuation. Wang et al. [42] presented a teleoperation interface using AR
overlays for natural human–robot interaction. Although these systems advance interactive
responsiveness, they focus on interface modality rather than integration into real-time
production environments.

From a learning-based perspective, Shi et al. [43] introduced a hypergraph-based
model to represent Q-learning dynamics in multi-agent scenarios. While not directly
applicable to real-time scheduling, the model demonstrates how learning and structural
task dynamics can be jointly modeled—a concept we address in deterministic form via
precomputed resource plans.

Our framework draws inspiration from these efforts by not only reserving slots for
HMI tasks but also allowing such inputs to reconfigure production task sets with immediate
resource reassignment, a feature not addressed in prior HMI-integrated scheduling models.

6. Conclusions
This paper presented a resource planning framework for IIoT-based flexible manu-

facturing systems, addressing the challenge of integrating real-time production tasks and
sporadic user-interaction tasks into a unified scheduling model. Unlike prior approaches
that rely on uncertainty-driven prediction to manage task set variability, our method explic-
itly responds to user-triggered task changes that are bounded, structurally predictable, and
immediately available to the system. This enables the framework to handle task dynamics
with precise, real-time adjustments rather than reactive estimations. To support this, we
precompute optimized resource plans for anticipated task set variations using evolution-
ary computation and store them for instant application at runtime. We also reserve task
slots for user-interaction tasks during offline scheduling to ensure timely responsiveness.
Furthermore, the framework jointly optimizes processor speed, memory allocation, and
edge/cloud offloading by considering their mutual interdependencies. Simulation results
show that the proposed method achieves up to 73.1% energy savings compared to a base-
line system, guarantees 100% deadline compliance for all production tasks, and maintains
low latency for user-interaction tasks.

As future work, we aim to extend our framework to multi-agent and distributed man-
ufacturing settings, incorporate predictive models to anticipate user-interaction patterns,
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and validate the system on physical testbeds or digital twin platforms. These directions
will further enhance the scalability and industrial applicability of the proposed approach.
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